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                                 Application Note

Logging & Replication

The Logging and Replication provides a cost-effective system to protect your system from data loss caused by hardware or operating system failures and hacker attacks.  The Logging and Replication System supports both the logging of transactional data and maintaining multiple copies of a database for disaster recovery, reporting, or data  warehousing purposes.  

Definitions

Logging is the process of recording changes to the database as the transactions occur to assure against data loss caused by any system disruption.  The logging process writes a copy of the changes to the database to log files which are  continuously removed from the system for safekeeping.

Recovery is the process of using last nights backup and the days log files to restore the database to the point where the system failed.

Replication is the process of using the log file to maintain one or more copies of the main database by continuously posting the log files from the main database.

On-Line Replication is the process of updating a second database without using  log files to transfer data between the systems.  This requires a TCP/IP connection between the systems.

Posting is the process of reading the log files and applying the information in them to a database.  Posting is done during recovery and replication.

Features

The system provides near real-time replication of the data from the live database to any number of secondary copies of the database.  These secondary copies can be used for a variety of purposes:  to provide a hot-spare in the event of a catastrophic failure of the primary database server or facility,  to create a additional locations against which to run management reports for improved response time on the transactional system, or to provide for emergency off-site database backup.

The transaction replication system is a data level logging and replicating system that records database changes for replication, distribution or data recovery.  It functions on all operating system platforms supported by Cove Systems, and provides cross platform functionality.  Data logged on one platform, i.e., the FairCom Server, may be restored or replicated onto another platform, i.e., IBM DB2, DataFlex, MS SQL Server, etc.  This document describes the mechanisms employed to provide these capabilities to an installation utilizing the replication system.  It also outlines the operational requirements imposed.

The replication system is comprised of four components: a modified DataFlex runtime, the transaction logger (FVLOGGER), the transaction poster (FVLGPOST) and the transfer utilities.  The modified runtime environment (FMAC changes only) records all or selected database changes to the “dirty record” file.  The logger continuously reads though this file and records the transactions flagged in the dirty record file into a local hot-spare database, log files, or both.  The poster reads the log files created by the logger and writes the transactions to the appropriate data files.  The transfer utilities transfer the log from one system to another.

Operational modes

The replication system can operate in one of three (3) modes:  disaster recovery, hot-spare data replication, or remote data replication.  With either disaster recovery or remote data replication, ASCII log files are generated to record each transaction as normal database operations are performed.  With hot-spare data replication, the transactions are reproduced from the live database into the hot-spare database directly by the logger process.  Logging/replication is globally enabled and disabled by setting the system parameter FVSYSTEM.F30 to Y/N.  Once logging is enabled system wide, each file can be individually log enabled or disabled by running FVLGMASK which allows individual file flags to be set.  The flags are stored in a binary field in the FVSYSTEM data file and can only be edited with FVLGMASK.

Please note that this is not a data synchronization system.  On-line database operations are only supported on one system in the replication environment.  In a replication environment, the system on which database operations are allowed is referred to as the primary system, while the system(s) containing the replicated data is referred to as the secondary system.

The disaster recovery mode is the simplest of replication operations.  It simply produces sequential log files, which should be removed from the system on an ongoing basis. The logging process can store the sequential log files on a local drive or remote volume, as appropriate for the local environment.  In the event of a disaster, the most recent backup is restored and the poster applies the transactions since that backup to the data files.  These transactions have been previously stored in the ASCII log files by the logger.

Below is a diagram of a system running in disaster recovery mode:
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Hot-spare replication provides a LAN or WAN accessible second copy of the database by having a posting process immediately post the log files generated by the logging process to the replicated server.

Below is a diagram of hot-spare replication.  This mode maintains a local hot-spare database, suitable for either management reporting or to take over normal operations in the event of failure in the primary database server.
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Remote data replication, like disaster recovery mode, uses the log files generated by the logger.  In this mode, the logs are generated continuously by the logger and are continuously being applied to the remote database(s).  This will maintain two or more systems with matching sets of data. 

The diagram detailing a system configured for replicating the database to a remote site.
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The Complete Solution

The appropriate solution for a mid- to large-sized business is a combination of hot-spare data replication and a remote backup database.  One hot-spare database provides a low-impact redundant database to protect normal operations from a hardware or operating system failure on the primary database host.  A second hot-spare database is utilized for management reporting purposes, hosted on an SQL database for optimal reporting performance using current on-line analytical processing (OLAP) tools.  Remote data replication is used to provide alternate data center(s) that are available in case the primary data center is off-line due to some disaster, i.e., natural disaster, extended power outage, WAN/telephone cable cut, etc.  At each remote data site, a replicated database on both the transactional server and the relational server would be maintained, in order to allow continued use of the standard OLAP tools while the primary data center is brought back on-line.

This complete solution provides the maximum possible performance for both normal daily operations and also operations under the business’s disaster plan.  By utilizing both a transactional server for all On-line Transaction Processing (OLTP) and a relational server for all On-line Analytical Processing (OLAP), the performance of one facet of operations is not unduly impacted by the activity within another portion of operations.  By reproducing the entire data center environment in one or more remote locations, “normal” operations can continue from an alternate data center without adversely impacting the standard system feedback expected by both management and staff.

This diagram shows a complete system with both replication to a local hot-spare server and log generation for transfer to a remote backup database.
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Operational Description

The mechanism used for this transaction replication system is really quite simple.  It is, however, also highly robust.  As any database operation is performed (record create, edit, or delete), a transaction record is written to the “dirty record” data file (the LOG file).  This dirty record indicates the source file ID, record ID and database operation performed.  There is file level replication control to enable or disable logging on each file.  This control information is stored in a bit mask in FVSYSTEM.LOGMASK, and is used to determine whether the database operations on a specific file should generate a log record.

A separate process (the transaction logger) reads through this dirty record data file.  For each record found in the dirty record file, it finds the current data in the correct source record and writes the contents of that source record to an ASCII log file or to the hot-spare database (See FVLOGGER below).

The transaction poster reads the ASCII log file(s) and writes each transaction recorded in them to the corresponding data file(s).  It continues processing until it has posted all existing log files (See FVLGPOST below).  The posting process, like the logger, uses the bit mask stored in FVSYSTEM.LOGMASK to determine whether transactions for any given file should be posted.  This allows for the recovery of a subset of data rather than requiring that the poster process all transactional files. 

In order to improve robustness of the system, all transactional files are stamped with a unique “fingerprint”.  This allows a record to be uniquely identified without depending on record number operations being identical.  As a result, the posted data files are not necessarily identical binary images to the source data files, but are identical in data value content.  Once fingerprinting is enabled, the fingerprint values are automatically generated each time a new record is created.  To initialize the fingerprints for any existing records, the utility FVFPSET is used (See FVFPSET below).

System Control Parameters

Are stored in the SYSMON file.  This file is contains one record for each set of control information.  This allows both logging and posting control records to be setup in situations where a system may be a primary or secondary system at different times.

Logger Control Information

	Item #
	Description
	Value

	1
	Directory to write log files
	./

	2
	Logging Control Flag
	0,1,2,3

	3
	Pause on Errors 
	Y/N

	4
	Log Size
	500,000

	5
	Sleep Time in Seconds when out of data to log
	0-600

	6
	Delete log file after sending
	Y/N

	7
	Screen update frequency (# of transactions)
	10

	8
	Send log files by email
	Y/N

	9
	Minimum Log Size
	10,000

	10
	Maximum log age in seconds
	600

	11
	Suppress log generation
	N/Y

	12
	On-Line Replication
	Y/N

	13
	Replication Path
	

	14


	Open
	

	15
	Open
	

	16
	Last Log Written
	

	17
	Last Record Written
	

	18
	Email Destination
	

	19
	Email Destination2
	

	20
	Email Source Host Name
	


Operational Requirements

There are several operational requirements imposed by this system.  They are separated as being general or replication related.  The general requirements apply to all operational modes of the replication system, while the replication requirements are only applicable to using the system in hot-spare data replication mode.

General Requirements

A. The LOG data file (“dirty record” file) should have its data erased after each operating system backup of the database.  This is normally nightly.   This is done using the program FVLOGSET, which also does item B.

B. The sequential logs should be deleted after each operating system backup, since their purpose is to recover from the last backup.

C. The sequential logs should be stored on a different disk sub-system than the live data files.  This can be any of the following: a local drive in a PC network environment, an NFS volume on a Unix system, or directly to tape.

D. All records within any files in the transactional data must have a fingerprint assigned and fingerprinting should be active for new record creation.

E. All transactional data files on the target system must have a unique index on the FINGERPRINT field (index 15) with the main index for the FINGERPRINT field set to this same index.  To use the compare program (FVLOGCMP) to synchronize databases, both the primary and secondary systems need this index definition and both file systems must be accessible from one process.

Replication Requirements

The starting data must be identical copies of the data files and indexes.  This is imperative for proper functioning of the replication system.  It cannot be new data files with the same data loaded into them as the replication system is fingerprint sensitive.  The data files must be copied from the primary system to the replicated system.

Installation and Configuration

Configuration of the logging system requires the following steps:

1. Recompile all programs to use the logging version of FVMACROS.INC, and the current Cove FLEX.CFL .  File system 272 or better.

2. Set the parameters outlined in the System Control Parameters section as desired.

3. Ensure that the FINGERPRINT field has been defined in all data files.

4. Execute FVFPINI2 to initialize the fingerprinting system by setting the fingerprint field mapping information for each transactional file to the field number corresponding to the FINGERPRINT field in that data file.

5. Verify the correct setting of the fingerprint map by running FVFPRINT.

6. Setup the logging bit mask in FVSYSTEM.LOG_MASK run FVLGMASK, This tells the system which files to log.

7. Execute FVFPSET to initialize the fingerprint values in any existing records.  This runs through all files in the system and loads the fingerprint field.

8. Set FVSYSTEM.F30 to “Y”.  This turns on logging (writing to file 7).

After these eight steps have been successfully completed, each database operation on a log-enabled file will be recorded in the LOG data file.

Program Descriptions

FVLOGGER - Transaction Logger

The transaction logger generates the ASCII log files from the data file records created, edited, and deleted during standard database operations.  It writes the following log control data to one line of the log file:

· Transaction data file number

· Transaction fingerprint number

· Transaction date

· Transaction time

· Logging date (date log record written to sequential file)

· Logging time (time log record written to sequential file)

· Program that created the transaction

· The transaction type (Create, Edit, Delete)

The logging date and time are stored in order to provide a mechanism for determining the window of data loss in the event of a catastrophic failure.  Since each log record written to the sequential file details the time of transaction and subsequent logging, the period of time of data loss is known.

If the database operation being logged was a record delete, the fingerprint is the negation of its value (fingerprint * -1).  No further data is written to the log for a deleted record.

If the operation is a create or edit, the number of fields in the data file is written to a line in the log to provide a sanity check for the poster.  This is used to ensure that the data files are the same definition.  The logger then cycles through each field in the source data file, writing each field to a separate line in the sequential file.  Overlap fields are omitted from the sequential log file.  Text and binary fields are actually written to 2 lines in the sequential file: one line defines the length of the data and the second stores that actual data.  Finally, a record signature is written to another line as another sanity check that the log is synchronized and the record complete.

When a log file reaches or exceeds the value of either LOGSIZE or LOGMAXTM (if the log file is larger than the minimum)  a new log file is created.  

Each time an ASCII log file is closed, and if the system is configured to email logs the logger will execute FVSENDIT to generate an email message appropriate for the host email environment.  FVSENDIT is executed with the following parameters:

· /A<logfilename>

· /Flogger@{hostname}

 HYPERLINK mailto:/Flogger@<source_domain 

· /T<destination_addresses>

· /S”Replication Log <lognumber>”

The /A parameter specifies the name of the attachment file, which in this case is a transaction log file.  If the logger is running on a Unix host, the file will be MIME encoded with the mpack utility before it is attached to the message.  /F indicates that the file is from the logger.  The /T parameter specifies the destination mailbox address or addresses to which to send the logs and is specified in F248:LOGEMADR.  /S specifies the subject of the message in the format “Replication Log ####” where #### is the sequential log number that is being sent.

The logger will continue to run until either a key is pressed or the "logging Control Flag" is set to 1.  When the LOGSTOP parameter becomes 1, the logger will finish logging any remaining transactions then set the LOGSTOP parameter to 2 as it shuts itself down.  Setting this flag to 3 will cause the logger to stop after the next transaction.  The logger may be restarted and will continue with the next transaction.

Starting the Logger - The logger is started with the following command:

 dfrun fvlogger {control set}

The control set is the record in the sysmon file that contains the control information that the logger should use .

FVLGPOST - Transaction Poster

The Transaction Poster reads the ASCII log files created by FVLOGGER and updates the database accordingly.  It uses all the sanity checks written into the logs by the logger in order to ensure proper poster operation.

Starting the Poster -  The poster is started with the following command:

 dfrun fvlgpost {control set}

The control set is the record in the sysmon file that contains the control information that the poster should use.  When the poster is invoked it starts with the last log posted (from the control record).  If this log does not yet exist, the poster sleeps for the period of time specified in the "sleep" parameter before checking for the file again. 

For each entry in the log file, the poster first reads the transaction header information and updates the display statistics with this information.

If the fingerprint in the log entry is a negative value, the specified record is deleted.

If the fingerprint in the log is a positive value, the specified record is located using the fingerprint index.  The field count is read from the log and compared to the field count of the target file.  If they match, each of the fields is read from the log file, along with the record signature and the created or edited record is saved.  Text and binary fields are read as a block of data of the length specified on the first line of their log entry.  This ensures that no matter the data contents of the field, it will be correctly retrieved.

In the event that the field counts do not match, log posting to that file stops.  If the record signature is not located and the end of a log file has been reached, the next log is opened.  If the record signature is not located and the end of a log file has not been reached, processing is again stopped. 

Once the first log is posted, the poster opens the next log until it is unable to locate another log.  At this point, the task sleeps for the number of seconds specified in the sleep parameter before trying to open the same log number again.  It repeats this sequence until it finds the log file or is interrupted by a key. 

Stopping the Poster - The poster may be stopped by either pressing a key on the console where it is running, or setting the Posting Control parameter to either 1 or 2.  If the parameter is set to 1 the poster will finish posting all available logs then stop.  If it is set to 2 the poster will stop immediately after the current log is posted.  If it is set to 3 the poster will stop immediately after the current record being posted.  The program FVPSTOP may be run with the arguments 0/1/2 or 3 and will set the F248 parameter.

FVLOGCMP - File replication synchronizer

FVLOGCMP compares the contents of the primary and replicated databases to ensure proper operation of the replication system.  It reads through the primary database and for each record within it, attempts to locate the corresponding record in the replicated database.  On locating the replicated record, the two records are compared at the field level.  In the event that the hot-spare record does not exist or the data does not match, the contents of the primary record are copied to the replicated database record.  The utility also checks that there aren’t extra records in the replicated database.  If there are extra records, the replicated database is read and compared to the primary database.  When a record in the replicated database is not found in the primary database, the replicated record is deleted.

Setup: The program uses the contents of F248:LOGDPATH as the path to the replicated data.  If the replicated data is on a server the path must include the server name, i.e. DS_DRV://COVE@Faircom/data/  and the ds_drv.ini file must be available to allow the driver to log onto the server.

Operation: Position yourself in a directory with access to the primary database.  Start the program with the command line dfrun fvlogcmp {from} {to} when from & to are the file numbers of the files to be compared.

FVLOGSTOP - Logging Shutdown Utility

FVLOGSTP changes the LOGSTOP parameter from 0 to 1 in order to begin the orderly shutdown of the logging system.  Once LOGSTOP becomes 1, the poster will complete logging any waiting transactions then toggle LOGSTOP to 2 as it exits.  Once LOGSTOP is 2, the transfer utility will complete the transfer of any outstanding log files, including the last one, and then shut itself down.  At this point, a clean cut-off has been made to the database system and normal backup operations can proceed.

FVLOGSET - Logging Reset Utility

FVLOGSET is used to reset the replication system for a new set of transactions.  It should be executed after successful complete backup of the primary system and before any new data processing occurs.

Syntax: dfrun FVLOGSET {sysmon record id}

The steps performed by the reset utility are as follows:

1. Ensure that the system date is set correctly by executing SETDATE3,

2. Reset the last log processed parameter,

3. Clear out the “dirty record” LOG file,

4. Erase any existing log files

5. Force logging to be enabled

6. Reset the logging control parameter.

FVLGSETR - Remote System Logging Reset Utility
FVLGSETR, like FVLOGSET, is used to reset the logging system after a completed replication run.  The name of the control record should be passed on the command line.  It should never be executed on the primary system.  It performs the following steps:

1. Resets the log number parameter,

2. Clears out the “dirty record” file,

3. Deletes any log 

4. Forces the logging flag to inactive, and

5. Resets the posting control parameter.

This utility, when run with no command line parameters will prompt the user with a warning that the program must not be run on the primary system and asking if the user wishes to continue.  If the command line parameter NO_OPERATOR is passed to the program, it will run without any prompt of the user.

FVLGMASK - File Logging Mask Utility

FVLGMASK is used to configure which data files will be transactional and which files won’t.  In it, you merely select the file to be transactional by highlighting the space adjacent to the file name and press the space bar to toggle the selection on or off.  A file that is tagged will be transactional.  The log mask can be altered at any time.  However, you should note that a data file that is made non-transactional during a transaction-logging run would be partially updated when the resulting logs are posted.

FVFPINIT - Clear Fingerprinting Mask Utility

FVFPINIT initializes the FVSYSTEM file mask that indicates the field number in each data file to use for fingerprinting.  It initializes the mask to have no fingerprinting in any file.  Therefore, it should only be executed once during the initial setup.

FVFPINI2 - Default Fingerprint Mask Utility
FVFPINI2 sets up the FVSYSTEM file mask with the default fingerprint field specification for all current file revision.  It provides a quick alternative to manually setting the fingerprint field for each file in FVFPRINT.  This program scans all files in the filelist and checks each file for a “FINGERPRINT” field.  The field number of this field is then written into the appropriate position.  This program can be run multiple times, and must be run if FVFPINIT has been run.

FVFPRINT - Fingerprinting Mask Setting Utility

FVFPRINT is used to edit each transactional file’s fingerprint field specification.  When a fingerprint field has been added to a data file, you use the FVFPRINT utility to tell the system to fingerprint any new records created by using the specified field as the destination for storage of the fingerprint value.  You merely enter the field number corresponding to the FINGERPRINT field in each file and press the SAVE key when complete.  You advance to the next screen by pressing F6.

FVFPSET—Fingerprint Value Initialization Utility (Shell)

FVFPSET is used to initialize the fingerprint value in each existing record of one or more data files.  The utility is capable of processing all files or a specific list of files.  If you pass no command line parameters, all files will be processed.  If you pass one or more file numbers on the command line, only those files will be fingerprinted.  FVFPSET executes FVFPSET1 to perform the actual fingerprinting of a file.  Conceptually though, they can be considered a single program.

All operations are logged to FVFPSET.LOG.  Before each file is processed, it is checked to ensure that it has a fingerprint field specified and that it is logged.  If 

both of these conditions are not met it is not fingerprinted.

FVFPSET1 - Fingerprint Value Initialization Utility (Processor)

This program accepts a single file number on the command line and fingerprints the files.  This program is called from FVFPSET to actually do the work.

FVFPTEST - Test for index 15

This program produces an ASCII file listing all files that do not have an index 15.  

FVFPIDXM - Create Index 15

This program reads through the filelist and creates an index 15 consisting of the fingerprint field on all files containing a fingerprint field. If an index 15 exists already the system will generate an error and index 15 will not be generated.  To run the program in BATCH mode start it with BATCH on the command line.  The program will still pause on files that have an index 15 to report the error.

FVFPIDXD - Delete all Index 15

This program reads through the filelist and deletes any index 15s.

Disaster Recovery Mode Recovery Procedure

Following are the steps to recover a system that has been running in disaster recovery mode.  This procedure assumes that you have retained all the sequential ASCII log files generated by the logger since your last data backup.

1. Restore you most recent data backup.

2. Execute dfrun fvlgpost in the directory containing your log files.  If it has been a long time since your last backup, this step may take quite a long time.

3. Once the logger has completed, you are ready to reset logging by executing dfrun fvlogset.

4. At this point, you may once again begin normal operations.

5. Restart the logger by executing dfrun fvlogger to ensure that you have the new log files in case of another disaster.

Hot-Spare Replication Disaster Procedure

Below are the steps involved with roll-over to the hot-spare database in the event of a disaster.  It assumes that you have a current, or near-current, hot-spare database, i.e., you were continuously replicating to your hot-spare database at the time of the failure.  This procedure may require the assistance of Cove Systems Support.  Please note that using this method imposes a high overhead and clearly defined levels of activation are required.

1. Redirect your STREAM II™ application to the hot-spare database.  This may involve any of the following possible actions:

· Edit or replace FILELIST.CFG/DS_DRV.CFG to point to the hot-spare DataFlex database,

· Edit ds_drv.cfg to point to the hot-spare FairCom database, or

· Redirect the client sessions to the hot-spare Unix host where the hot-spare database is current

2. After redirecting STREAM II or the user sessions, you may resume normal operations.  Please note that you will need to perform the standard recovery procedure(s) for any incomplete transactions that had not yet posted to the hot-spare database.

3. After the primary system has been reconstructed, a period of sufficient system down time must be found in order to transfer the hot-spare database back to the primary database.

4. On the hot-spare database, modify F248:LOGDPATH to point back to the primary database.

5. Execute dfrun fvlogcmp, possibly with multiple sessions for speed, to synchronize the hot-spare database back to the primary database.

6. Once the synchronization processes have finished, reverse the process performed in step 1, to redirect the clients back to the primary database.

7. Execute dfrun fvlogset to reset the replication system.

8. You are now ready to begin normal operations on the primary system again.

9. Execute dfrun fvlogger to again start replicating to the hot-spare database in case of another failure.

Remote Database Replication Disaster Recovery Procedure

This section details an example of the procedure for fail-over to the remote backup database.  Please note that this is a generic example that would require specific tailoring to your implementation, due to the very large number of variables that are inherently involved in this type of setup.

1. Redirect your STREAM II™ client sessions to the correct host for remote database access.

2. After redirecting STREAM II user sessions, you may resume normal operations using the remote database.  Please note that you will need to perform the standard recovery procedure(s) for any incomplete transactions that had not yet posted to the hot-spare database.

3. After the primary system has been reconstructed, a period of sufficient system down time must be found in order to transfer the remote database back to the primary database.

4. On the hot-spare database, perform a complete database backup.

5. Transfer the backup media to the primary database site.

6. Restore the remote database backup onto the primary database.  If the two databases are in different formats, transfer the data accordingly.

7. Once the restoration process has finished, reverse the process performed in step 1, to redirect the clients back to the primary database.

8. Execute dfrun fvlogset to reset the replication system.

9. You are now ready to begin normal operations on the primary system again.

10. Execute dfrun fvlogger to again start replicating to the hot-spare database in case of another failure.

Replication Monitoring Information

Replication activity may be monitored with FV001S01 using the codes POSTER and LOGGER followed by the appropriate sampling time.

Poster Monitoring Display
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Replicated System Refresh and Update Procedure

In order to restart the whole replication process, either from the result of a system failure on the replicated system on a file system update on the source system.

1. Stop processing on the primary system and stop any reporting activity on the secondary system.  Clear all users and rename the menu to stop new logins.

2. Once the logger has caught up on the primary system, stop the logger.

3. Backup the primary system

4. Confirm that the SYSMON files on the primary and secondary systems are NOT in the same directory as the data files.  The should be in the \COVE directory on all systems.

5. Wait until all log files have been received and posted to the secondary system(s).

6. Backup the secondary system.

7. Run FVLOGSET on the primary system.  The right 4 characters of the appropriate SYSMON control record must be passed as the first argument.

a. This resets the LOG file (F7) while retaining the fingerprint counter.

b. Deletes all the log files.

c. Updates the SYSMON record for the logger.

d. Optionally – check the SYSMON record to confirm that the file number counter has been set to –1 and that the LOG file (F7) has only one record in it with the fingerprint field set to the current fingerprint. Important: use dfrun dfbrowse to do this.

e. Confirm that the log files have been deleted from the \cove\tranlogs directory.

8. Run FVLGSETR on the secondary system(s). The right 4 characters of the appropriate SYSMON control record must be passed as the first argument

a. This deletes the log files on the secondary systems.

b. Updates the SYSMON record for the logger.

c. Optionally – check the SYSMON record to confirm that the file number counter has been set to 0 and that the LOG file (F7) has only one record in it with the fingerprint field set to the current fingerprint. Important: use dfrun dfbrowse to do this.

d. Confirm that the log files have been deleted from the \cove\tranlogs directory.

9. Perform the required updates to the primary system (if required) and backup the primary system.

10. On the primary system, confirm that any new files are included in the logging system.

a. Run FVFPINI2 to set the fingerprint field number in the in FVSYSTEM.

b. Use FVLGMASK to confirm that the new files added are to be logged.

c. If any of the new files have either been delivered containing data, or were loaded with data during the update process, run FVFPSET1 on the files ( dfrun fvfpset1 {file number} ) to load the fingerprint field.

11. Run FV000R02 to produce a report describing the file system.  The total number of records in the file system is reported at the end of the report. Keep this report to compare to the report ran from the secondary system

12. Delete all the data files in the data directory on the secondary system.  Do NOT delete the SYSMON file.

13. Copy the data directory (data files) from the primary system to the secondary system(s).  

a. Do NOT copy the SYSMON file.  Each SYSMON file is unique to the host it is on.

b. Do NOT unload and reload the files from the primary to the secondary system, as this will destroy the integrity of the fingerprint fields.

14. If files have been added or removed modify the FILELIST.CFG and DS_DRV.CFG on the secondary system(s) as required.

15. Copy the program files from the primary system to the secondary systems as appropriate.  Do NOT copy the FILELIST.CFG & DS_DRV.CFG files.

16. Start the logger on the primary system.  The first log file created should be 00000000.log.  If you are doing remote replication, confirm that the log files are being emailed out.

17. If doing remote replication, confirm that the log files are being received on the secondary systems(s).

18. Start the poster on the secondary system(s).  Confirm that the posters start posting log 00000000.log and that there are no posting errors.

19. Run FV000R02 to produce a report describing the file system.  Compare the total number of records in the file system is reported at the end of the report with the report ran from the primary system.

20. Document as appropriate.

Notes: 
If you are updating a logged but not replicated system follow the above procedure ignoring the references to the secondary systems.

Operational Error Recovery 

(What can go wrong and how to fix it)

1) Posting process aborted - To recover from this the poster only needs to be restarted.  The system will repost the previous log and then report the log it was on when it aborted. 

2) Logging process aborted - Proceed as follows

a) Re-start operating system session

b) Proceed to /cove/tranlogs directory where the log files are stored.

i) If you are transferring logs (remote replication) - determine the name of the last log and/or zip file.

(a) If log and zip file have same name then abort probably occurred during transfer.  In this case check the process screen or tranlogs directory on the destination  system  to determine if the log arrived at the far end.  If not transfer the log using FTP

(b) If the log file exists and the zip file does not run the program FVPADLOG {log file name without extension) in the source tranlogs directory.  This program will pad the log to the correct size, zip it and email it to the destination system.  You will be prompted for the Logging Control Set identifier.

ii) If you are not transferring (local replication/logging) check the tranlogs directory for the last log file written.  Check the poster to determine if the log was posted.  If not, run FVPADLOG as described above.  This program will just pad as required.

3) File transfer (logdownload.sh).  Restart as required.

4) Posting Errors – The following are the most common posting errors.  When the poster encounters a problem it writes errors to fvlgpost.err, which is over written each time the poster starts.  When posting errors occur, stop the poster; rename the fvlgpost.err file that it is not overwritten and examine it. Used dfrun flexerrs to convert the numeric error codes as required.  The error line will contain the file number, record number and originating program for the posting record that had the problem.  To research the problem use an offline editor to find the originating record and compare it to the record on the secondary system.
a) Bad Index Number – this indicates that the file being posted to does not have an index 15.  Add the index and repost.

b) Duplicate Record (Error 28) – This indicates one of two things (the second being the most likely).

i) The index on the file being posted to is bad.  The file can be reindexed if it is a native file.  Use dbrebuild on a server file.  This should never happen unless there has been an un-commanded system shutdown on the secondary server.

ii) A fingerprint has changed on an existing record.  When a change is logged, the system uses the fingerprint to find the record on the secondary system.  If the record already exists on the secondary system with a different fingerprint the poster will not find the record and will then try to create it.  Since the record already exists an error will occur as the program attempts to save the record.   This is a serious situation and the integrity of the replication has been compromised and can result from the following:

(1) A file was unloaded and reloaded on the primary system.  This action destroys the fingerprint values by overwriting them if the NOFINGERPRINT option was not used with FV000GFI.

(2) The fingerprint field was edited using an “offline editor”

(3) A file was copied onto the primary system and the file already existed on the secondary system..

(4) Fingerprinting or logging was disabled, and then re-enabled on the primary system during operations.

(5) The LOG (F7) file was manually zeroed on the primary system instead of the program FVLOGSET being used. The effect of this action will vary.

(a) If you have the fingerprint indices created on the primary system, you may get errors saving records in the primary system, as fingerprint numbers are re-used within a file. If this has happen you, will need to do the following:

(i) Shut down logging.

(ii) Find the last fingerprint used by checking the last created records in all data files.

(iii) Update the fingerprint counter in the LOG file (F7).

(iv) Restart logging.

(b) If you do not have the fingerprint indices set on the primary system then the errors will only appear as you start to post on the secondary system.  If this has happen you, will need to do the following:

(i) Shut down logging and posting.

(ii) Find the last fingerprint used by checking the last created records in all data files.  Correct the fingerprint counter in the LOG file (F7).

(iii) Create index 15 on all data files, this will produce duplicate record errors as they occur.  On each file that has duplicate records:

1. Remove index 15

2. Clear the fingerprint field

3. Re-fingerprint the file with FVFPSET1

4. Add index 15, sort.

(iv) Perform a refresh to the secondary system.

c) Many strange errors – The secondary system has probably suffered in internal operating system problem as the posting process opens a large number of files and processes many ASCII files.  Some operating system configurations will run out of resources after running the poster for a long period of time.  Down and restart the system, reset the posting log counter to before the errors occurred and repost.  If this happens, you should down and restart the secondary system on a regular basis.

How to repost – Use FV001E00 to reset the last log file posted in the appropriate sysmon record if you need to go back more than on file.  Otherwise, just starting the poster will repost the file it was on and the previous file.
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